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Automatic Structural Seismic Damage
Assessment with Airborne Oblique
Pictometry© Imagery
Markus Gerke and Norman Kerle

Abstract
Accurate and rapid mapping of seismic building damage is
essential to support rescue forces and estimate economic
losses. Traditional methods have limitations: ground-based
mapping is slow and largely limited to façade information,
and image-based mapping is typically restricted to vertical
(roof) views. Here, we assess the value of photogrammetrically
processed airborne oblique, multi-perspective Pictometry data,
in a two-step approach: (a) supervised classification into
façades, intact roofs, destroyed roofs and vegetation using 22
image-derived features, and (b) combining the classification
results from different viewing directions into a per-building
damage score adapted from the European Macroseismic Scale
(EMS 98) for damage classification (no-moderate damage,
heavy damage, destruction). Overall classification accuracies
for the four classes and for the building damage of 70 percent
and 63 percent, respectively, were achieved. Image stereo
overlap helped classify façades, but problems with the
relatively vague EMS damage class definitions were encountered, and subjectivity in training data generation affected
overall classification by up to 10 percent.

Introduction
Rapid damage assessment is essential after disaster events,
especially in densely built up urban areas where the assessment results provide guidance for rescue forces and other
immediate relief efforts, as well as subsequent rehabilitation
and reconstruction. Ground-based mapping is too slow, and
typically hindered by disaster-related site access difficulties.
Remote sensing has thus long been seen as a potential
solution, with many studies demonstrating the use of both
air- and spaceborne imagery to map damage (e.g., Kerle
et al., 2008; Metternicht et al., 2005; Voigt et al., 2007;
Zhang and Kerle, 2008). The increasing temporal resolution
of modern satellite systems has been greatly reducing
response lag time, while higher spatial resolution sensors are
beginning to deliver imagery that approaches the detail of
airborne data, such as Geoeye-1’s 41 cm resolution images.
Nevertheless, a number of problems continue to limit the
effectiveness of such datasets. Essentially, all conventional
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airborne and spaceborne image data are taken from a
quasi-vertical perspective. This allows for easy data registration and limitation of artifacts such as occlusion. From a
damage mapping perspective, however, vertical data have
great limitations, particularly when concerning structural
building damage. While in suitable image data complete
collapse can be readily identified from disintegrated roof
structures (and associated high texture values) or adjacent
rubble piles, lower damage grades are much harder to map.
This is because such damage effects are largely expressed
along the façades, which are not visible in such imagery.
A promising data type that can alleviate this limitation
is airborne oblique imagery. Traditionally, those images have
been acquired in comparatively unplanned survey missions,
resulting in potentially useful imagery, but also data that are
difficult to process and integrate with other spatial information. An exception here are more recently developed Pictometry data (Petrie, 2009; Pictometry, 2010a) that include views
from five directions (four oblique views from orthogonal
directions, and a vertical image), and positional information
that thus makes them easier to process. An additional
advantage is image overlap, similar to traditional aerial
photography. Nevertheless, automated analysis of Pictometry
data and quantitative damage mapping routines are yet to be
developed. In this study, we investigated how such processing can best be structured, using image data acquired over
Port-au-Prince, Haiti, following the 12 January 2010 earthquake. Specifically, we used data covering six city blocks in
central Port-au-Prince, where each building was covered by
images from several directions, and including buildings of
variable size, density, and all damage scales. In addition, we
used data from a region with sparser built-up structure.
We addressed a number of research questions, beginning
with identification of features that are most promising to
highlight structural damage in single direction Pictometry
images. In addition, we assessed the value of overlapping
stereo imagery taken from the same direction. Point clouds
were derived from image matching and forward intersection,
and analyzed for their damage information potential. As
many of the buildings, especially in the central parts of
Haiti’s capital city, are densely clustered, occlusion frequently
hindered a direct view of entire façades. Therefore, we also
investigated to what extent partial views can be completed by
images from other angles. Finally, the various lines of damage
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evidence were integrated into one, robust approach, with the
final classification being used to distinguish three levels of
damage. A key role played the detection of façades, which are
important indicators of structural damage.

Related Work
Image-based disaster damage mapping is not a recent idea.
With its history exceeding 150 years, remote sensing has
always been connected with observing land-cover and its
anomalies, and the consequences of disasters can be seen
as such. The immense value of synoptic imagery of a disaster
area and site access independence first became fully apparent after a kite-borne camera provided comprehensive photo
coverage of the extensive 1906 earthquake damage in San
Francisco. In the following decades, aerial photography
became indispensable for damage mapping, in particular in
the ecological domain, and already in the 1960s the scientific
value of such data was being stressed (Colwell, 1964).
A review of the different airborne platforms and sensors and
their utility in emergency response can be found in Kerle
et al. (2008). The value of increasingly higher spatial resolution spaceborne systems for emergency response and detailed
damage mapping was also realized quickly (Richards, 1981;
Zimmerman, 1991), and was comprehensively reviewed by
Joyce et al. (2009) and Zhang and Kerle (2008).
The above studies stressed the need for a careful match
of sensor and platform characteristics with a given disaster
type and the feature characteristics present. For structural
damage mapping, this means that imagery needs to resolve
the specific damage characteristics, such as partial collapse
or fractures. Building damage mapping with a wide range of
airborne and spaceborne data and a number of methods has
been tested. Visual analysis of vertical optical imagery
(Chiroiu, 2005; Saito et al., 2004) led to limited success,
while change detection methods (e.g., Pesaresi et al., 2007)
were better suited to identify anomalies, though were limited
by frequently unavailable reference data. The successful
damage detection reported by Turker and San (2004) was
largely due to available pre-failure GIS building outlines,
which remain rare when considered globally. With optical
data being highly weather dependent, damage mapping based
on mono-temporal radar amplitude or coherence (Arciniegas
et al., 2007), multi-temporal radar intensity (Gamba et al.,
2007), or integration of radar and optical data (Brunner et al.,
2010; Ehrlich et al., 2009; Stramondo et al., 2006) proved
useful. However, only recently launched spaceborne radar
systems, such as TerraSar-X and Tandem-X, with a spotlight
resolution of up to 1 m, are beginning to resolve individual
buildings, though in that mode limited to 5 km ⫻ 10 km
coverage (Balz and Liao, 2010).
The working assumption in remote sensing has been that
with increasing spatial resolution, structural damage mapping
would become increasingly accurate, and to some extent that
has been the case. Moving to meter and sub-meter resolutions,
i.e., to Ikonos, QuickBird, Worldview-2, and Geoeye-1 with
panchromatic resolutions of 1 m, 0.61 m, 0.5 m, and 0.41 m,
respectively, identification of individual buildings has become
possible, and the detection of collapsed buildings more accurate. However, identification of lower damage levels remains
a challenge even with 0.5m resolution data (Ehrlich et al.,
2009). This became particularly apparent in the aftermath of
the 2010 Haiti earthquake, where initial damage mapping was
carried out on Geoeye-1 data, and subsequently repeated using
15 cm airborne data collected on 17 January 2010 by an
alliance of the World Bank, Google, the Rochester Institute of
Technology, and ImageCat. It was found that building damage
mapped with the airborne data was approximately 10 times
higher than with the satellite data (Lemoine, 2010).
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While damage detectability is primarily a function of
image resolution, much of the challenge stems from the
complex nature of damage. In the European Macroseismic
Scale (EMS 98)1 for damage classification, which ranges from
Scale 1 (negligible to slight damage) to Scale 5 (destruction;
Okada and Takai, 2000), little is said about roof damage
indicators. It is apparent that damage up to Scale 3 (substantial to heavy damage) is largely expressed along the façades
and structural elements such as columns and beams. Only
with scale 4 (very heavy damage) partial structural failure
can be expected, and with that changes to the roof that go
beyond displaced shingles or chimney collapse that are
nearly impossible to detect in satellite data. Failures such
as soft-story collapse, where roofs tend to stay largely intact,
can only be detected in vertical data based on blowout and
adjacent rubble piles, and potentially based on absent or
reduced building shadow (Turker and San, 2004). Even
though the Haiti mapping confirmed that even a seemingly
moderate resolution increase from 41 cm to 15 cm has
profound effects on damage mapping accuracy, substantial
ambiguities regarding the state of a structure remain even
with extremely high resolution vertical imagery. In Haiti
this uncertainly was amplified by the high level of preearthquake structural decay, which further hindered a clear
distinction between intact and damaged buildings. In sum,
buildings are three-dimensional, and even the most detailed
view at only one of those dimensions is ill-suited to describe
the status of such features, creating prospects for additional
perspectives to provide a more comprehensive view.
The Potential of Non-vertical Data
Given that damage is best assessed based on both roof and
façade information, oblique data sources may provide better
solutions. Mitomi et al. (2000) experimented with oblique
aerial video imagery to map damage following the 1995
Chi-Chi (Taiwan) and the 1999 Kocaeli (Turkey) earthquakes
using training data and texture analysis. Rasika et al. (2006)
tested the utility of multi-scale and multivariate texture based
segmentations of airborne video imagery, while Kerle et al.
(2005) addressed how such oblique imagery can be spatially
referenced and integrated with other data. While television or
video data are appealing due to their flexibility and low cost,
their comparatively low image quality and challenging
calibration pose limitations. Weindorf et al. (1999) addressed
the image quality problem through filtering, but still had to
base their damage detection on a comparison of pre- and
post- disaster 3D building models extracted from aerial
imagery. A similarly data- and labor-intensive approach was
chosen by Schweier et al. (2004), who proposed damage
identification based on bi-temporal lidar-derived building
models, and did a sophisticated CAD-based simulation of
building damage. For the rapid information needs following
a disaster, neither approach is workable. Detailed façade
damage mapping using photogrammetrically processed
transverse and oblique imagery was attempted by Altan et al.
(2001), who used a variety of indicators to identify damage
of different types and severity, such as proximity to critical
structural elements. While the results were both accurate and
precise, the method required a detailed per-building reference
framework for which the structure had to be entered, a clear
disadvantage for rapid and safe damage assessment.
An alternative system that has been gradually built up
since 2000 is Pictometry (Grenzdörffer et al., 2008;
1

A document describing the EMS 98 classes can be found via
the URL: http://www.protezionecivile.it/cms/attach/
editor/rischio-sismico/Scala_EMS-1998.pdf (last accessed:
03 June 2011)
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

HI-003.qxd

8/10/11

4:49 PM

Page 887

Höhle, 2008). The data inherently include five perspectives,
and the system provides position and orientation data,
suggesting ready referencing and photogrammetric processing. Jurisch and Mountain (2008) already showed how these
data can be used for detailed city model generation. Our
working hypothesis was thus that we can automatically map
structural damage in Pictometry data. However, we still
expected limitations in mapping accuracy, given recent
experiences by Cambridge Architectural Research, Ltd. (CAR),
who used these data to carry out visual damage mapping on
parts of the Haiti data and performed limited ground
validation in Port-au-Prince. Overall correlation between the
results from ground mapping and Pictometry analysis was
an encouraging 74 percent (Booth et al., forthcoming).
However, only about 63 percent of the buildings mapped as
D4 and D5 on the ground were identified in the Pictometry
imagery as such (K. Saito, personal communication), demonstrating the difficulty of identifying severe and total building
damage even in such multi-view imagery. While the data
processing at CAR was solely based on visual analysis, in
this study, we explore the value of photogrammetrically
processed Pictometry imagery to map structural damage.

Approach
The literature review makes clear that façade information
provides valuable information to distinguish certain building
damage types. Considering the EMS scale definitions and the
experiences of the CAR group, it can be concluded that a
differentiation between classes D1 to D3 is only possible
through ground survey, because structural damage in those
cases is quite limited. Damage category D4 (very heavy
damage) is characterized by serious failure of walls and partial
structural failure of roofs (Okada and Takai, 2000). Finally,
D5 is destruction, i.e. total or near-total collapse. The main
differentiation between D(1-3) and D4 is that, although in both
cases the façade might still be observed intact, the roof in D4
damage may be (partly) destroyed, while in D(1-3) it will be
completely intact. Finally, for D5 we assumed that no intact
structure can be observed anymore in the images, although in
the discussion we also address ambiguities in the definition.
Accordingly, our working hypothesis was that we need
to discriminate at least intact façades and intact and
destroyed roofs from each other, to be able to decide on the
damage categories D(1-3), D4, and D5 at a per-building level.
We divided the overall approach into two steps: the image
analysis part, where the image was segmented and classified, and the damage assessment part, where the evidence
from images was combined on a per-building level. Before
we describe the details of the methods, we give an overview
on the necessary preprocessing steps.

exploit façade information that is not contained in vertical
images anyway.
The initial photogrammetric processing included camera
calibration and image orientation, followed by dense
matching of the stereo images from the same and different
directions resulting in respective disparity images. From the
dense matching information, a 3D point cloud was derived
by multiple ray forward intersection. Through point cloud
filtering also a digital terrain model (DTM) was derived,
based on which both the original oblique images and the
disparity maps were orthorectified.
Figure 1 shows the adopted workflow, described in
more detail below:
• Orientation and Calibration: The Pictometry images were
downloaded using Pictometry online (Pictometry, 2010b).
Since no camera calibration and exterior orientation
information is obtainable through that service, we performed
a semi-automatic aerial triangulation, including camera selfcalibration using the approach presented in Gerke (2011). To
ease later comparison with existing maps we approximated
ground control information from post-disaster GeoEye-1
images and lidar data provided by the World Bank
(Haugerud, 2010). This ground information was only used to
fix the unknown datum parameters, i.e., translation, rotation,
and scale, with respect to the map projection used. The
relative orientation within the block was supported through
horizontal lines defined at buildings that were considered
stable, i.e., not affected by the earthquake. Gerke (2011)
showed that the use of scene constraints significantly
enhances the accuracy in indirect sensor orientation.
• Dense Matching: Some of the features used in the classification task were derived from disparity images, i.e., depth
maps. Those were computed using the so-called SemiGlobal-Matching approach (Hirschmüller, 2008). A detailed
description and analysis of applying dense matching to
oblique airborne images was presented in Gerke (2009). The
disparity maps were originally computed in epipolar
imagery, but were re-projected here to the original image
geometry. This enabled us to link the relative depth
information as derived from this image directly with the
visual image.
• Forward Intersection: A 3D point cloud was computed by
forward intersection of points as derived from the dense
matching (Gerke, 2009). For visualization purposes we also
captured the color value for each individual point from the
corresponding image pixels.
• Filtering and Interpolation: To derive a DTM, terrain points
were filtered through the sloped-based morphological
filtering defined in Vosselman (2000). A closed surface was
computed using a Delaunay-based method.
• Orthoprojection of Images and Disparity Maps: Based on the
DTM the original oblique images and also the depth images
were orthorectified. Due to the large tilt in the sensor viewing
direction, buildings and other above-ground objects were
subject to considerable relief displacement, a desired property
in our study. See Plate 1a to 1c, for example images.

Preprocessing
The oblique airborne images we used were acquired by
Pictometry, Inc. over Port-au-Prince in so-called “Neighborhood” mode. This corresponds to a flying height above
ground of approximately 1,000 m, leading to a ground
sampling distance (GSD) ranging between 10 cm (foreground)
and 16 cm (background). For every point on the ground, at
least one image per viewing direction is available; however,
stereo overlap from a single direction is not guaranteed
since the along-track overlap is smaller than 50 percent. The
consequence of this is that the number of oblique images
observing a particular area may vary from four (no stereo
from any direction) to eight (stereo from all four directions).
We did not use the orthorectified vertical images provided
by Pictometry, focusing instead on the potential of the
oblique views only. In addition, the main approach was to
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

Image Classification and Per-building Damage Assessment
In the following, we first describe the classification of initial
image segments into four different classes, which were
subsequently used to assess the scene on a per-building basis.
Image Classification to Support Building Damage Assessment
In Plate 1a to 1c, sample orthoimage subsets from the N, E,
and W directions are shown, which allow several basic
observations regarding image geometry: objects on the
ground are corresponding quite well in the different
orthoimages, though due to the slanted viewing angle,
objects above the ground are leaning away from the camera,
leading to well visible façades facing the camera, and
occluded façades on the backside of the buildings. Since the
September 2011
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Figure 1. Image processing workflow (IO: Interior image orientation, EO: Exterior image orientation).

Plate 1. Oblique images ortho-projected: (a) N-looking, (b) E-looking, and (c) W-looking, perbuilding damage classification; (d) subset of N-looking image, (e) reference damage classification
per building, and (f) reference image labeling, overlaid from N, E, W. (Images © Pictometry, Inc.)
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viewing angle is approx. 45°, the extent of the occluded area
behind the building equals the building height.
Our main goal was to classify damage of buildings, thus
a focus on the three classes façade, intact roofs, and
destroyed roofs/rubble was sufficient. However, since
vegetation played a role in building occlusion, we considered it as the 4th class that we aimed to find in the individual orthorectified images.
When using scales such as EMS, building damage is
elevated from a simple set of structural damage indicators to
a complex concept, where the combination of individual
damage evidence does not linearly lead to a specific EMS
score. Typically, expert judgment results in a relatively
subjective appraisal on a per-building basis. From a classification perspective two options exist: (a) a comprehensive
conceptualization, for example in an ontological framework,
can be developed for different damage classes, comprising a
detailed assessment and weighting of different damage
indicators alone and in combination, and mimicking the
cognitive approach of visual damage assessment, or (b) train
a classifier based on damage element samples and a number
of image-derived features. In this paper we chose the second
option, i.e., a supervised classification scheme, but in the
Discussion Section also discuss how elements of (a) might
be integrated.
Among existing machine learning techniques, such as
support vector machines, decision trees/forests or boosting,
we chose the latter due to its computational efficiency.
Specifically, we applied adaptive boosting, AdaBoost
(Freund and Schapire, 1996). The idea behind this metalearning algorithm is to train so-called weak learners from
observations. A weak learner is in general very simple, in
our case decision stumps (Iba and Langley, 1992). In a
number of rounds, individual weak hypotheses are generated by the learner, where after each round a weighting
scheme is applied to focus on wrongly classified samples in
the next round. The assumption is that the combination of
all those weighted hypotheses finally leads to a strong
classifier.
This classification scheme so far only considered the
classes isolated from each other, i.e., only image features
contribute to the classification. In recent years the idea to
model also class interaction and spatial dependencies has
gained prominence, leading to several studies on so called
Conditional Random Fields (CRF), see Lafferty et al. (2001).
Applications and extensions towards image classification
tasks are presented for instance in He et al. (2004). In
those approaches spatial interactions are explicitly modeled. Those interactions address similarity of classes for
neighboring image sites. Previous experiments have shown
that the inclusion of those neighborhood dependencies
outperforms standard solutions, e.g., Kumar and Hebert
(2006). In our research we used the CRF model as implemented in the STAIR Vision Library, SVL (Gould, 2010).
The model was described in detail by Gould (2008). The
influence of the amount of training data on the classification accuracy, and whether the CRF model shows better
result compared to the initial boosting, will be evaluated
in the Results Section.
The classification was performed on a segmented image,
generated with a graph-based segmentation scheme (Felzenszwalb and Huttenlocher, 2004), which efficiently groups
pixels similar to the perceptual appearance within a local
neighborhood. The segmentation algorithm is attractive
because it balances intra-segment and inter-segment heterogeneity differences, and thus can be easily adjusted to ignore
certain pixel-to-pixel differences if in a local neighborhood
they are part of a homogenous pattern. Per image segment
the following features were computed; see Figure 1.
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

• Texture in Orthorectified RGB Images: Texture features are in
general useful to describe homogeneity. When applied to RGB
images, the features refer to radiometric texture. For
instance, trees or rubble tend to show higher texture energy
than smooth roof surfaces. We computed the standard
deviation (SD) within a moving quadratic mask. The median
value of all SD values inside a segment was used as the
feature. We used three different mask sizes (3, 9, and 27
pixels), resulting in three SD features. Additionally, we
computed five of the features described in Haralick et al.
(1973): entropy, contrast, energy, correlation, and homogeneity per segment. The initial texture values were computed in
a 9 ⫻ 9 moving window, where the grey level co-occurrence
matrix was computed using direct neighbors and by applying
increments of 45 degrees. Per segment again the median
value was computed. This resulted in a total of eight
features.
• Texture in Disparity Maps: The same eight features as above
were computed for the depth image, following the assumption that planar, intact façades show no significant texture,
whereas destroyed, inhomogeneous objects will result in
strong filter responses. Our hypothesis was thus that texture
in disparity maps helps to distinguish intact façades and
intact roofs from the other classes. Texture features in
disparity maps provided an additional eight features.
• 3D Plane Features: A plane was fitted through all 3D points
corresponding to a particular image segment. We used the
residual error of plane normals as a feature to encode
geometrical homogeneity: on a planar face, such as an intact
roof, the residual error is supposed to be much smaller
compared to a rubble pile. In addition, we encoded the Zcomponent of the plane normal as a feature to distinguish
vertical from other planes. This gave two features.
• Hue and Saturation: From the RGB image we further computed color features that are mainly useful to distinguish
vegetation from other features. This resulted in two features.
• Straight Lines in Oblique Images: Straight lines are helpful
in two aspects. First, we can assume that intact man-made
structures show some straight lines, e.g., compared to rubble
or vegetation. Therefore, we encoded the mean length of
straight lines as visible in a particular segment. Second,
since we can observe façades from oblique airborne images,
we expected to see straight vertical lines at building edges or
on façades. Vertical straight lines were filtered and the angle
enclosed with the up direction was encoded as an additional
feature. This provided two additional features.

In total we computed 22 features per image segment.
From Image Classes to Per-building Assessment
The damage classes defined in the previous section were
selected because of their assumed observability given the
features computed from the input data. However, for
practical applications and to compare the results of this
approach with existing standards, it was desirable to obtain
a decision on a per-building level. The objective was to
assign the damage level D(1-3), D4, or D5 to any building
identified in a pre-disaster map, given the image classes per
available viewing direction. This was done with a supervised learning approach where some reference is used to
train the dependencies between input (per-image classes)
and output (building damage category). The approach was
selected because it is difficult to define explicit rules
encoding the actual relation between single segment classification and a relatively vague damage categorization. Of
course the same vagueness may have a negative influence on
the learning method, but we can test and evaluate it more
thoroughly compared to arbitrary rule definitions.
We applied the same supervised classification method
as for the per-image classes, namely AdaBoost. Using the
CRF framework here did not seem to be helpful, because it is
quite unlikely that a spatial relationship between the three
damage classes exists. Whether a particular building was
partly, completely, or not damaged at all only depended on
September 2011
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the specific building attributes, since at the neighborhood
scale considered here seismic amplification and underground conditions are typically uniform.
The implementation of the learning scheme was straight
forward. We computed the area of a specific image class
occupied by a building as outlined in a 2D map. The ratio of
this occupied area size to the overall building size was used
as a feature for boosting. Because of the relief displacement,
façade features covered substantial areas of the 2D building
map. Also, the baselines of façade are not displaced, but the
wall area as such will be projected onto the reference height
plane (DTM), away from the camera, and parallel to the
viewing direction. Accordingly, roofs will be displaced, and
exceed the outer 2D boundary of the building outline.
Consequently, because of the displacement there will be a
conflict when classes obtained from images of different
viewing directions are overlaid.
One important indicator in the discrimination between
the damage classes is the presence of façades, because in case
of D5 it is unlikely that façades are present at all, and for
D(1-3) and D4 they were assumed still to be intact. To account
for the importance of façades we gave preference to the class
Façade intact when overlaying image classes from different
viewing directions (see Plate 1d , 1e, and 1f) for an example).
The image subset from the N-looking image is shown in image
(1d), while image (1e) depicts the reference classification, and
finally (1f) shows the overlay of reference label images as
obtained from the three directions (N, E, and W). Label (1) in
image (1e) depicts a building that shows no damage in the
images, thus labeled as D(1-3). The images only show intact
façades around the entire building, except for the N face,
because the S-looking image was not used in these experiments: The latter was acquired after the series of aftershocks
on 24 January, while all others were acquired before that
event. In order to avoid a mix-up of effects from different
events, that image was not used. The complete roof area was
labeled as Roof intact. The roof displacement is clearly visible,
e.g., on the W side. Building number (2) was labeled as
destroyed, D5; the entire object collapsed and the visible
image classes were limited to Roof destroyed/rubble and some
Tree. Finally, building number (3) was labeled as heavily
damaged, D4. Although the northern part of the area seemed
intact, the southern part showed significant destruction.

Experiments and Results
In the next subsection, we describe the two datasets we
selected. Afterwards, we first concentrate on the image
classification as such, i.e., the supervised classification of
individual images. There we focused on the influence of
individual features on the final result, with special attention
to the role of stereo dependent features (test A). Next, we
compared classification accuracies achieved through

AdaBoost versus the CRF classification (test B). In another
experiment we addressed the role of human operators, i.e.,
the influence the training/reference labeling has on the final
result (test C). Those experiments were done in the first test
area. In the final experiment using test area 2, we especially
focused on the role of stereo features (test D).
In the Building Damage Classification Subsection, we
finally look at the per-building assessment with emphasize
on the role different human operators play here. Figure 2
gives an overview of the experiments.
Data
Test Area 1: Dense Area
The first area shows a densely built-up area in the center of
Port-Au-Prince (Figure 3a), for which we considered the N,
E, and W looking images captured on 23 January. Due to the
insufficient overlap per viewing direction, we have stereo
overlap in the entire area only for the N-looking views; the
other two are covering a smaller part (see dashed outlines in
Figure 3a). Buildings in this area show different damage
classes, as mapped in the reference damage classification per
building (Figure 3c).
The preprocessing was performed as shown in Figure 1.
Ground information from GPS or similar georeferencing was
not available, but some reference points around salient
building corners were acquired from the lidar data set
provided by the World Bank. The points had an accuracy of
50 cm in X/Y and of about 4 cm in Z (Haugerud, 2010). In
addition, a very accurate determination of corresponding
points was not possible because of the low point density of
2 points/m2. The Root Mean Square Error (RMSE) at check
and control points was approximately 30 cm in all three
dimensions, which was reasonable given the weak input
information. However, those RMSE measures only refer to
the residuals with respect to the Ground Control Points
(GCPs), which are mainly used for datum definition. The
internal accuracy within the image block was better than the
listed values; the RMSE at horizontal lines was around 10
cm, comparing well to the accuracy the data theoretically
allow.
In Figure 3b disparity maps as computed from N-facing
images are overlaid, with relative depth encoded in gray
values. The subset in image (3e) reveals that intact roof faces
appear quite homogenous in the disparity plot (compare to
image (3d)). Areas where we can see destroyed buildings or
the crowded parts on the road appear less homogeneous,
and in addition, because of the discontinuous surface
structure, we encountered many more un-matched (black)
pixels. Finally, Figure 3 f shows a perspective view of the
colored 3D point cloud. It demonstrates the performance of
the matching and point intersection accuracy, because the
approximate viewing direction is N-E, i.e., a viewing angle
that is not available from the images themselves.

Figure 2. Outline of experiments.
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Figure 3. Test area 1: (a) N-facing ortho image of test area 1; white and black dashed outlines show
the stereo area covered by W- and E-looking images, respectively, (b) Disparity images computed from
N-looking stereo images, (c) Reference building classification into the classes: D(1-3), D4, D5,
(d) Subset of the orthoimage, (e) Subset of the disparity map, and (f) Perspective view on 3D point
cloud to N-E direction; the black oval shows two façades as a result of dense matching in N- and Efacing images. (Oblique images © Pictometry, Inc.)

Test Area 2: Sparse Area
Test area 2 showed a different, less dense building pattern
(see Plate 2 (upper part (a) and (b) for the S-looking oblique
image and the manual reference label image, respectively).
Although not many destroyed buildings are present, some
interesting damage types can be observed. The encircled
area in Plate 2 upper part (c) through (g) shows a damaged
building from W, S, and E directions. The roof has collapsed, and from the road side no façade is visible anymore,
but at the back side (E-facing image, upper part (f) and (g)),
the wall is still intact, emphasizing the need for façade
information for a thorough damage assessment.
The image orientation was done as for test area 1,
except that lidar data were not available. Therefore, we fixed
the datum by measuring salient X, Y points in georeferenced
pre-disaster GeoEye-1 images. The Z component was set
arbitrarily. A RMSE at X, Y check points of 0.5 m was
achieved, which is reasonable given this nature of the input
data. Again, the internal accuracy within the block can be
considered to be better than.
However, in this area we encountered problems with
point filtering. The region is quite hilly and because of
vegetation and houses built on the slopes, we were not able
to match a sufficient number of points on the ground in
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

those critical areas to perform a robust point filtering.
Therefore, we could not perform orthorectification, and thus
the classification was done on the original images. Further,
the per-building damage assessment was not possible in this
area because the mapping onto a common reference plane is
a pre-condition.
Image Classification
The main purpose of this section was to evaluate how
accurately the scene can be classified into the four classes
previously described, given the chosen image data and
applying a particular supervised learning algorithm, in this
case AdaBoost, followed by a CRF approach. To assess
different aspects of the approach, a number of experiments
were undertaken (refer to Figure 2 for an overview).
Test Series A: Dependency on Features
Since AdaBoost is a meta-classification scheme, where a
number of weak classifiers are combined, it is impossible to
derive the direct influence of single features on the result.
Therefore, we chose an indirect approach, where groups of
features were sequentially disabled, while all other features
remained active. Special attention was paid to the dependency on stereo overlap per viewing direction, thus in one of
September 2011
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Plate 2. Upper Part: Test area 2: (a) whole area, S-facing image; (b) reference label image; (c) and (d)
subset of building in E-looking image; (e) and (f) S-looking image; (g) and (h) W-looking image. Lower
part: Test area 1, dependent on human operator: (a) segmentation superimposed to image, (b) reference
classification operator 1, (c) reference classification operator 2 (coloring of classes as above); images
(d) and (e) show the respective reference classes assigned to the segments. The lower left hand cell
shows a simulated confusion matrix, comparing labeling from operator 1 and 2. (Images © Pictometry, Inc.)
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the configurations we only enabled features that were not
computed from overlapping images, i.e. texture in optical
images, color, and straight lines. Figure 4 shows the classification results, specifically the percentage of correctly
classified segments of the respective class, using only CRF
classification. Note that the y-axis showing the classification
percentage ranges from 30 to 90 percent.
The most obvious change occurred for the class Tree: in
all set-ups it remained at an 83 percent level, but when the
color features Hue and Saturation were disabled, it
decreased to 32 percent. This is reasonable, since in the
given urban environment, only vegetation is reflecting
strongly in green. When color features were disabled, around
42 percent of Trees were labeled as Roof destroyed/rubble;
also reasonable given the comparatively heterogeneous
texture of trees. All other classes were not affected significantly when the color features are omitted.
When the texture computed in optical images was not
used, the accuracy for every class, except for Trees,
decreased by approximately 10 percent, emphasizing the
importance of texture properties for the given classification
task. However, when the texture in disparity images was not
used, the result was quite similar compared to the case
where all features were applied. Conversely, Roof intact was
classified more successfully if texture features from the
disparity images were omitted. The classes Façade and Roof
destroyed/rubble benefitted only marginally (maximum 2
percent) from the texture measures based on the depth
images. This observation shows that those features do not
bring significant additional evidence.
Omitting 3D points, i.e., plane residual and z-component, resulted in equal or less accuracy for all classes,
compared to the case where all features were enabled. The
largest change occurred for Façade, which was classified less
accurately by approximately 5 percent, confirming our
hypothesis that the 3D orientation and planarity of segments
does contribute to the classification.
If straight line features were left out, the results were quite
similar to the case when the 3D points were omitted. It had the
strongest effect on Façades, which confirmed that vertical
straight lines help to distinguish façades from other objects.
From the results so far, it could be concluded that the
information obtained from dense matching (the disparity

maps and the 3D points) is of lesser importance for the
classification. The texture in depth images even has a
negative effect on the classification of intact roofs, and the
benefit of 3D points for façade classification was not strongly
significant. However, when only features computed from
single images, i.e., texture in the in optical images, and color
and straight lines, were enabled, classification accuracy
decreased strongly. Façades were labeled significantly worse,
and the percentage of correctly classified façades dropped by
more than 10 percent, while all other classes showed
accuracies close to the initial one where all features were
used. This showed that the features derived from the stereo
information mainly contributed to the correct classification
of façades, while other classes did not benefit from that
information.
Considering the restricted availability of stereo overlap
per viewing direction, the analysis of classification accuracy
in E- and W-looking images in test area 1 was done based
only on non-stereo dependent features, for the entire area of
interest. Table 1 shows on the left-hand side the confusion
matrix and overall accuracy for the N-facing image, while
the center and right columns show the E- and W- classification results, respectively. In all three cases, stereo dependent
features are not used. In the confusion matrices the abbreviations Tree for the class Tree/Vegetation, Fac for Façade
intact, Roof for Roof intact, and Rub for Roof destroyed/rubble are used. To save space we again only show the results
from the CRF classification. The training was done solely on
the respective image, using approximately one quarter of the
entire area.
The overall accuracy was computed as the ratio from
matrix trace and the overall sum of all cells, thus it is the
normalized trace of a confusion matrix, where rows sum up
to 100 percent, referring to reference data, and with columns
describing the classification rate. User’s and producer’s
accuracy values are not shown explicitly to reduce complexity of the analysis. We believe that for a comparison
between different experimental set-ups anyhow the error for
individual classes is more interesting than a more generalizing quality value. Note that the given percentages refer only
to the validation set; the training area was excluded. The
distribution of training and validation samples for this
experiment was similar to the numbers indicated in Table 2.

Figure 4. Influence of features on classification results, obtained for the N-looking
image, with 25 percent size of training area and using the CRF approach. Each data
point indicates the percentage of correctly classified segments of the respective class.
From left to right: all 22 features used, no texture in optical image, no texture in depth
image, no features related to 3D points, no color features, no straight line features, no
features that are dependent on stereo overlap, i.e., only texture in optical images, color,
and straight lines.
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CRF CLASSIFICATION WITHOUT STEREO DEPENDENT FEATURES: LEFT: N-

North
Ref ➔
Tree
Fac
Roof
Rub

Tree
83.3
0.0
0.7
1.0

Fac
0.0
45.7
8.1
12.6

Roof
0.0
19.8
64.7
12.6

Rub
16.7
34.5
26.5
73.8

Ref ➔
Tree
Fac
Roof
Rub

Tree
40.0
0.0
0.0
0.0

Tree
9
12

Fac
0.0
24.2
0.0
0.0

West
Roof
0.0
9.7
75.4
10.4

Ref ➔
Tree
Fac
Roof
Rub

Tree
50.0
0.0
1.6
1.4

Fac
4.5
64.0
4.5
2.8

Roof
18.2
4.0
59.5
11.2

Rub
27.3
32.0
34.4
84.6

Accuracy 69.6%

COMPARISON OF CLASSIFICATION ACCURACY IN N-LOOKING IMAGE: LEFT: NUMBER OF SEGMENTS USED FOR TRAINING AND VALIDATION PER CLASS;
CENTER: ADABOOST; RIGHT: CRF

Fac
58
116

Roof
100
272

AdaBoost

Rub
166
191

Ref ➔
Tree
Fac
Roof
Rub

Tree
83.3
0.0
0.7
1.0

Fac
0.0
54.3
3.3
11.5

CRF
Roof
0.0
11.2
68.4
18.8

Accuracy 66.0%

The overall accuracy of the classification in the E- and
W- looking images was higher than in the N-looking one. In
the E-looking image the Façade completeness was quite low,
while in comparison the W-looking image showed better
Façade accuracy, but worse results for intact roofs. A general
observation was that in all three cases wrongly classified
segments were mostly labeled as Roof destroyed/rubble (see
respective last columns). This observation will be elaborated
on in test series B.
A more comprehensive comparison of classification
results depending on the use of stereo features is provided
in Test D, from test area 2, because there the entire region of
interest was covered by two images per viewing direction.
Test Series B: AdaBoost versus CRF
To test the influence of CRF on the final classification result,
we compared the confusion matrix obtained through
AdaBoost with the one of the subsequent CRF step (Table 2).
The left cell shows the number of segments which were
used for training and validation, respectively, while the
center and right cells show the AdaBoost and CRF results,
respectively.
Comparing AdaBoost and CRF, it was observed that main
diagonal elements were a little larger from CRF, especially
for the class Façade. One can see that 11.2 percent of actual
Façades are labeled as Roof intact in the AdaBoost step,
while with CRF this amount reduces to 8.6 percent. Similar
effects occur for Roof intact and Roof destroyed/rubble, but
not for the class Trees. Although the overall enhancement is
not significant, the spatial neighborhood modeling through
CRF shows some positive effect on these data.
Test Series C: Dependency on Human Operator
Two operators manually labeled the images independently
from each other (lower part of Plate 2). Recall that for the
classification, the features were computed per image segment, thus the training and reference labeling needed to be
given per image segment as well. The lower left cell in the
lower part of Plate 2 shows a simulated confusion matrix
where the labels from operator 1 are used as reference, and
the ones from operator 2 as simulated extraction result. In
this way the different distribution of classes, comparing
894

Rub
60.0
66.1
24.6
89.6

Accuracy 70.6%

Number of segments used for
training versus validation

Train
Valid.

CENTER: E-LOOKING, RIGHT: W-LOOKING

East

Accuracy 64.3%

TABLE 2.

LOOKING,
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Rub
16.7
34.5
27.6
68.6

Ref ➔
Tree
Fac
Roof
Rub

Tree
83.3
0.0
0.7
1.0

Fac
0.0
56.9
4.0
12.0

Roof
0.0
8.6
69.1
17.3

Rub
16.7
34.5
26.1
69.6

Accuracy 67.1%

operator 1 to operator 2, can be assessed. The confusion
matrix shows that operator 2 labeled far fewer image parts
as Façade; 48.9 percent of all segments that were labeled as
Façade by operator 1 are indicated as Roof destroyed/rubble
by the second operator. Similar disagreement applies to the
class Roof intact where almost 30 percent of the segment by
operator 1 were assigned Roof destroyed/rubble by operator
2. This mismatch shows that the definition of crisp specifications on how to label such a scene is very difficult, and
emphasizes that building damage is more of a holistic
concept than a readily definable variable with resulting
subjectivity. An example is the labeling of façades. Operator 2
mostly labeled only the upper part of façades when the
lower part consist only of single columns, while operator 1
mostly labeled the whole wall as Façade (compare images
(b) and (c) in the lower part of Plate 2). In the subsequent
assigning of a label to a segment, the entire façade defined
by operator 2 might be skipped because the larger area of
the overall façade, visible in a segment does not have any
label; compare image (c) and (e).
In Table 3 the classification results for the N-looking
images are shown.
Labeling provided by operator 2 gave better results
compared to operator 1. The named difference in façade
labeling did have a negative influence on façade labeling by
operator 2; the Façade accuracy was almost 10 percent
lower than from operator 1. The main differences occurred
for Trees and Roofs, which seemed to be better represented
by the labeling work from operator 1. For operator 2 the
majority of wrongly classified segments were labeled as Roof
destroyed/rubble. This again suggested that, although the
reference classification seemed to be more homogenous than
the one from operator 1, it was most difficult to distinguish
that particular class from the others.
Test Series D: Test Area 2, Importance of Stereo Features
In test area 2 the ortho-projection of images was not
possible as previously explained; therefore, the classification was performed on the original images. Since for the
three directions S, E, W stereo coverage was available,
special attention was given to the role of stereo features.
Therefore, image classification was performed twice per
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING
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TABLE 3. INFLUENCE OF DIFFERENT OPERATORS ON RESULTS: LEFT: USING LABELING FROM OPERATOR 1 IN
N-LOOKING IMAGE FOR TRAINING AND VALIDATION, 25 PERCENT TRAINING AREA SIZE; RIGHT: SAME AS
LEFT, BUT USING TRAINING AND VALIDATION DATA FROM OPERATOR 2 (IN ALL CASES CRF APPLIED)
Training and validation operator 1
Ref ➔
Tree
Fac
Roof
Rub

Tree
83.3
0.0
0.7
1.0

Fac
0.0
56.9
4.0
12.0

Roof
0.0
8.6
69.1
17.3

Training and validation operator 2
Ref ➔
Tree
Fac
Roof
Rub

Rub
16.7
34.5
26.1
69.6

Accuracy 67.1%

Tree
60.0
0.0
0.0
0.8

Fac
0.0
47.1
3.6
1.6

Roof
0.0
13.2
64.9
11.2

Rub
40.0
39.7
31.4
86.3

Accuracy 75.2%

viewing direction: first using all features, and then only
using features which do not rely on stereo overlap. Table 4
shows the respective image classification result for test
area 2.
Stereo-dependent features helped significantly for
façades; although in the W-facing images the percentage of
correctly classified façades only decreased marginally, it
decreased by around 10 percent for the S- and E-images. In
all cases most of the wrongly classified segments were
labeled as Roof intact, which is different from test area 1,
where those wrong decisions mostly led to Roof
destroyed/rubble. This might have to do with the dominance
of intact roofs in this area (see number of sample segments).
A typical example is also the partly collapsed building
shown in the upper part of Plate 2. The roof of that building
is labeled as Roof destroyed/rubble, because it shows clear
structural damage, but probably due to its relatively homogenous surface the classification in S- and E-images labeled
the corresponding segments as Roof intact.
Building Damage Classification in Test Area 1
We already described that damage classification such as EMS
98 are inherently vague, and thus only serve as incomplete
guides for classification-based per-building damage mapping.
To analyze this further, two operators labeled the 69 buildings visible in test area 1 according to the rules explained in
the Approach Section. From that labeling we computed a

matrix showing the agreement between both operators (left
portion of Figure 5). The largest disagreement is visible
between the classes D(1-3) and D4: 44.7 percent of the
buildings labeled D(1-3) by operator 1 were labeled D4 by
operator 2. Also D5 showed disagreements: 21.7 percent of
buildings labeled D4 by operator 1 were assessed as being
D5 by operator 2. Similarly, 25 percent of D5 (operator 1)
were labeled as D4 by operator 2. However, there was no
disagreement concerning the extreme cases, i.e., in no case
were D(1-3) and D5 used for the same building. Figure 5
shows an example. The building (black outline) was
assigned a D5 by operator 1, as the major part of the roof the
whole building was regarded as destroyed. Operator 2
labeled it as D4 because of the remaining roof parts. This
example shows the effect of non-existing clear rules for this
damage assessment task.
In a second step we trained the boosting algorithm
using the reference building classification and the reference
image classification for the training step. Features used for
the classification were the ratios of the respective image
classes assigned to the individual buildings. The validation
was then done using the actually extracted image classes.
Since not the entire area was covered by stereo images, we
used the classification based on non stereo-dependent
features only; see Table 1. We did this classification twice,
using only the reference labeling of operators 1 and 2,
respectively (see Table 5).

TABLE 4. CRF RESULTS FOR TEST AREA 2: FROM LEFT TO RIGHT: S, E, W; UPPER ROW: NUMBER OF VALIDATION AND TRAINING SAMPLES PER CLASS; CENTER ROW:
CONFUSION MATRICES WITH ASSESSMENT OF CLASSIFICATION USING ALL IMAGE FEATURES; BOTTOM: WITHOUT STEREO-DEPENDENT FEATURES
South
Train
Valid.

Tree
513
1040

Fac
268
617

East
Roof
1155
2530

Rub
287
280

Train
Valid.

Tree
189
998

All features
Ref ➔
Tree
Fac
Roof
Rub

Ref ➔
Tree
Fac
Roof
Rub

Tree
84.0
11.5
3.6
0.7

Fac
3.3
45.4
9.1
2.1

Fac
291
675

West
Roof
604
1234

Rub
113
257

Train
Valid.

Tree
406
819

All features
Roof
11.0
40.4
79.7
66.4

Rub
1.7
2.8
7.5
30.7

Ref ➔
Tree
Fac
Roof
Rub

Tree
84.3
9.6
1.8
6.2

Fac
9.7
65.2
11.3
21.0

Fac
277
365

Roof
943
1720

Rub
458
257

Roof
3.3
17.8
80.8
52.5

Rub
1.3
5.2
7.4
40.1

All features
Roof
5.2
19.1
75.4
39.7

Rub
0.8
6.1
11.5
33.1

Ref ➔
Tree
Fac
Roof
Rub

Tree
92.7
19.7
2.7
3.9

Fac
2.7
57.3
9.1
3.5

Accuracy: 72.9%

Accuracy: 72.6%

Accuracy: 77.8%

No stereo features

No stereo features

No stereo features

Tree
82.3
8.8
2.0
2.1

Fac
1.2
35.7
6.5
2.1

Roof
14.0
51.7
84.0
67.1

Rub
2.5
3.9
7.5
28.6

Accuracy: 73.4%
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Ref ➔
Tree
Fac
Roof
Rub

Tree
79.4
8.1
3.2
12.5

Fac
15.2
56.1
20.3
23.3

Roof
4.3
29.8
69.0
40.1

Accuracy: 65.9%

Rub
1.1
5.9
7.5
24.1

Ref ➔
Tree
Fac
Roof
Rub

Tree
89.9
14.8
3.4
3.1

Fac
3.2
55.3
13.5
7.4

Roof
5.3
26.6
74.5
33.9

Rub
1.7
3.3
8.5
55.6

Accuracy: 74.8%
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Figure 5. (a) Agreement in reference labeling operator 1 versus operator 2, and (b)
example area. Operator 1 labeled the building (black outline) as D5, while operator 2
labeled it as D4.

TABLE 5. PER-BUILDING DAMAGE ASSESSMENT: LEFT: USING REFERENCE
LABELING OPERATOR 1; RIGHT: OPERATOR 2
Operator 1
Ref ➔
D(1-3)
D4
D5

D(1-3)
66.7
13
20

D4
25
65.2
50

Accuracy 61.7%

Operator 2
D5
8.3
21.7
30

Ref ➔
D(1-3)
D4
D5

D(1-3)
23.1
5.7
0

D4
69.2
85.7
16.7

D5
7.7
8.6
83.3

Accuracy 63.0%

The overall accuracies were quite similar, but some
interesting points emerged. The main diagonal elements for
classes D4 and D5 were better in case the reference from
operator 2 was used, while D(1-3) obtained lower accuracy
compared to operator 1. The assignment of D5 by operator 1
seemed to be very heterogonous, because 50 percent of those
buildings received a D4 classification through the boosting,
and similar ratios can be observed for class D(1-3) defined
by operator 2.

Discussion
Rapid damage assessment is essential after disaster events,
and remote sensing has been shown to have a substantial
capacity to aid in this effort. However, it has also been
demonstrated that vertical data, even at very high spatial
resolutions (e.g., approximately 15 cm), readily fail to
distinguish critical damage indicators. Previous attempts to
use oblique aerial imagery showed that damage indicators,
such as rubble piles and broken façades, can be identified,
yet so far those studies were limited to a single viewing
direction, and only used a small number of image features
on relatively low quality data, such as from TV streams. In
this study we investigated the potential of high quality
Pictometry data for comprehensive damage mapping in a
semi-automatic classification framework. The work focused
on the following core objectives: (a) referencing and photogrammetric processing of the multi-perspective imagery,
without the need for camera calibration or orientation data,
(b) identification of useful damage indicator and corresponding image feature calculation, (c) investigation of the value
of a total of 22 image-derived parameters in a segmentationbased supervised classification, (d) assessment of the value
of stereo-views for individual viewing directions, a DTM for
orthorectification and data integration, and multiple image
896
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perspectives, and (e) the potential for the classification
results to lead to a per-building damage score. The principal
results and observations are discussed below. The photogrammetric processing, despite the lack of camera information, led to a highly accurate digital surface model (DSM) and
orthorectified imagery (relative RMSE within the test area of
approximately 10 cm), providing the basis for the seamless
integration of images from different viewing directions. The
processed data were subsequently segmented, and used to
calculate 22 per-segment parameters, including optical and
textural features, as well as a range of 2D and 3D geometric
features, such as disparity or segment planarity. Four classes
were visually classified by operators: intact roofs, intact
façades, destroyed roofs and rubble, and vegetation, the
assumption being that these categories constitute the bulk of
a post-seismic urban scene. Training areas were related to
the image segments and their corresponding image parameters to assess, in a meta-learning boosting approach
(AdaBoost), which parameters were indicative of the
observed class. Here, we also tested the potential of conditional random fields (CRF), a method that allows spatial
relationships between neighboring class types to be considered. Color features proved essential to distinguish vegetation, while optical texture values were important for all
other classes. Stereo-based features, e.g., disparity, did not
seem to make a substantial contribution individually, yet
when all were disabled classification performance declined,
for example by some 10 percent for façades, the class that
benefited most from the 3D derivatives. The study was
performed on two test areas, representing dense and sparse
areas, and for one of which (test area 2) stereo-data were
available, but no DTM could be calculated due to insufficient
ground views. In the test area 1, where no stereo-dependent
features were calculated, a classification accuracy of approximately 70 percent for the four classes was achieved. In this
area we also compared the performance of AdaBost and CRF,
and found results to be comparable. AdaBoost was able to
combine well the most relevant of the 22 image features for
each segment, and the property of CRF to model spatial
relationships, such as between intact roofs and façades,
showed some positive effects.
The classification strategy pursued relied on substantial
operator input, wherein lies a weakness. While traditionally
a reliable and well accepted component of image-based
land-cover classification, the subjectivity inherent in visual
structural damage mapping is considerable. This was
evident in the reference data prepared by two operators,
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

HI-003.qxd

8/10/11

4:49 PM

Page 897

which for the four classes only agreed to 76 percent, with
clear consequences for the final classification result. Relatively coarse training achieved an overall accuracy of 67
percent, but 75 percent with more detailed training information, though naturally also the accuracy score is directly
dependent on what is being used for reference. Visual
damage mapping is subject to a number of parameters,
principally image type and quality, viewing perspective,
building type and density, as well as analyst experience,
and every form of visual image-based damage assessment
described in the literature, and its resulting products, is
affected. The problem of lacking standards for mapping
strategy, damage categories, and damage map types was
recently discussed by Kerle (2010), and is also evident here.
It poses an even greater challenge in rapid collaborative
damage mapping, such as carried out for Haiti under the
Global Earth Observation - Catastrophe Assessment Network
(GEO-CAN) initiative led by the World Bank and the Global
Facility for Disaster Reduction and Recovery (GFDRR), where
some 500 individual mapped damage visually in aerial
imagery, following a set of instructions and indicators to
identify D4 and D5 buildings.
We stated before that individual indicators of destruction, such as roof or façade damage, do not linearly add to a
given damage class, a limitation that is fundamental in
remote sensing where no assessment of internal structural
integrity is possible. This also implies an analysis uncertainty that especially for lower damage classes cannot be
overcome. The way in which structural damage indicators
combine to an overall damage category, holistically assessed
in visual assessment, also poses challenges for our final
objective, to combine the classification results into a perbuilding score. For the two operators the overall accuracies
of 61.7 percent and 63 percent, respectively, for the three
damage classes (D1-3, D4, and D5) for the 69 buildings in
area 1 was encouraging. However, it is also clear that two
sources of uncertainty propagate into these results: the
initial classifier training, and the subjective pre-building
damage class assignment used as reference, where considerable disagreement between operators became apparent.

Conclusions
From this study a number of conclusions can be drawn: (a)
Pictometry data are of high quality and are in principle wellsuited for comprehensive semi-automated damage mapping.
In particular façades, which are critical, can be assessed,
multiple views are provided, and the data allow detailed
DSMs and hence orthorectified images to be created. Despite
its variable contribution to the classification, stereo-data
should be acquired from all directions. Also availability of
all data acquisition metadata would be desirable in order to
reduce the amount of (partly manual) pre-processing steps
such as accurate image orientation; (b) The wide range of
optical, textural and stereo-based features the data yield is
well capable of accurate identification of the principal
elements that make up an urban post-disaster fabric; (c) For
our approach an accurate DSM is needed for the per-building
assessment (basis for multi-view integration). However, our
method is still essentially based on projecting 3D data into 2D
space, with conceptual and geometric limitations. One goal
should be to perform the actual damage assessment and
classification in 3D; (d) Our method still requires extensive
training data, and substantial subjective evidence integration
in the final damage class assessment. This raises the question
to what extent rules could be formulated to create a damage
ontology as the basis for per-building damage scoring. The
basis for the damage assessment is the ESM 98, which is
essentially a guide for traditional ground-based building
PHOTOGRAMMETRIC ENGINEERING & REMOTE SENSING

damage mapping. Together with a host of other scales
(see for example Okada and Takai, 2000) we are facing
inconsistent categories that were prepared for different
building types (masonry, wood, reinforced concrete [RC]), and
are thus ill-suited as a classification basis. For example, we
based our final damage scoring on roof and façade evidence,
yet the ESM 98 D5 can signify a completely collapsed masonry
building (no intact façades or roofs left), but also a RC
building with some wall left standing, leading to ambiguities
also affecting our results. Other damage mapping efforts,
such as those carried out in the context of the International
Charter Space and Major Disasters, have already devised
their own schemes, typically only distinguishing between
no/light, moderate and heavy/complete damage. An ontological framework may be robust enough to support such
comparatively clear categories. An additional problem is that
damage mapping is also a question of mapping purpose, e.g.,
economic or humanitarian. Structurally, already a D4
building may be seen as a complete economic loss, identical
to a D5 structure. From a casualty/fatality assessment
perspective, however, a structure still partly standing, such
as a D4, offers a different survival potential.
We will continue this work, focusing on (a) sensitivity
of the classification to viewing direction, and transferability
of trained classifiers from one viewing direction to another;
(b) the influence of ortho-projection on the classification
accuracy; (c) the influence of settlement structure and
density, including transferability of the trained classifier;
and (d) the potential of rule-based approaches to overcome
the subjectivity inherent in supervised classification.
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